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Cross-Domain Multi-Event Tracking via CO-PMHT
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With the massive growth of events on the Internet, efficient organization and monitoring of events becomes a practical challenge.
To deal with this problem, we propose a novel CO-PMHT (CO-Probabilistic Multi-Hypothesis Tracking) algorithm for cross-
domain multi-event tracking to obtain their informative summary details and evolutionary trends over time. We collect a large-
scale dataset by searching keywords on two domains (Gooogle News and Flickr) and downloading both images and textual
content for an event. Given the input data, our algorithm can track multiple events in the two domains collaboratively and
boost the tracking performance. Specifically, the bridge between two domains is a semantic posterior probability, that avoids the
domain gap. After tracking, we can visualize the whole evolutionary process of the event over time and mine the semantic topics
of each event for deep understanding and event prediction. The extensive experimental evaluations on the collected dataset well
demonstrate the effectiveness of the proposed algorithm for cross-domain multi-event tracking.
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1. INTRODUCTION

With the explosion of Internet bandwidth, more and more social media sites, such as Flickr, YouTube,
Facebook, and Google News, have sprung up. These sites are a popular distribution outlet for users to
share their personal preferences (hobbies, tastes, contact details, comments to different social events,
etc.) and interests and to successfully facilitate the information creation, sharing, and diffusion among
the Web users. As a result, a popular event that is happening around us and around the world can
spread very fast, and there are substantial amounts of events with multi-modality (e.g., images, videos,
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Fig. 1. The left pannel includes the Web pages returned by querying “Arab Spring” in a cross-domain (Google News and Flickr).
Through the event tracking method, we could mine the whole evolutionary process of “Arab Spring” denoted with a red trajectory
as in the right panel. Here, we show the location and its happening time on the map for better understanding.

and textual content) on the Internet. Therefore, it is important to automatically identify and track the
interesting social events from massive social media data.

Multi-event tracking is helpful to browse, search, and monitor social events and understand their
evolution by users or governments. Users may be interested in multiple events and their evolution.
For instance, they might want to know the evolution of the war in Afghanistan, the development of
the presidential elections in the U.S., or just be informed if anything new takes place in Asia or in the
technological field. Thus, for better user understanding, it is important to obtain the whole processes
of multiple events by multi-event tracking. For government, it is also useful to know the evolution of
events for public security. Let’s take a concrete example. Considering the government wants to know
the whole process of the event “The Arab Spring” from beginning to end, information retrieval tech-
niques are quite effective for collecting information given well-defined queries. When searching for the
recent popular event “The Arab Spring” on Google News or Flickr, one could get some information as
shown in the left panel of Figure 1. However, all the results returned on the first page are showing what
has happened recently. Moreover, the relevant information is too scattered and one couldn’t capture
the whole event evolution. The problem becomes tougher when we need to follow the gradual evolution
of events through time. To deal with these issues, event tracking [Allan 2002; Yang et al. 1999] is one
of the best ways. Given an event initialized with one story, we need to recognize which subsequent
stories describe the same evolving and changing event. As a result, for the event “The Arab Spring” we
can know its evolution in different countries over time as shown in the right panel of Figure 1, denoted
with a red trajectory. Therefore, the event tracking task could provide informative summary details on
what has happened in the real world and could yield important knowledge on the evolutionary trends
of these events over time.

Tracking the evolution of multiple events over social media sites is a challenging problem, as social
media data are inherently heterogeneous, noisy, and ambiguous. There are a wide variety of real-world
events on politics, economics, health, sports, education, entertainment, sciences, etc., ranging from
popular, widely known events (e.g., the 2012 United States presidential election) to smaller events
(e.g., a local conference, or an annual convention). What’s worse, since most of the information in
these social media sites is generated by the users, they contain much noise. For example, on Flickr,
for the same event, users may have different comments and upload different images. Sometimes, the
comments and the images are totally inrelevant to the event. In addition, some events are very similar
(here, event similarity is defined as its feature similarity), such as that “Occupy Wall Street” and
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Fig. 2. The flowchart of our cross-domain multi-event tracking via the proposed CO-PMHT. The input is the cross-domain
multi-modality data collected from Google News and Flickr including images and documents. Based on the input data, our
algorithm can track multiple events in a cross-domain collaboratively and boost the tracking performance. After tracking, for
each event, it can be visualized with documents and images over time. Meanwhile, we can mine their semantic topics.

“Greek protests” that have similar topics (people, against, government, and so on). Therefore, this
information has bad quality and might often be misleading or ambiguous, making the event tracking
in the social media platform a very challenging problem.

Event tracking is normally studied with textual features [Chieu and Lee 2004; Kumar et al. 2004;
Lin and Liang 2008]. In addition to textual information, events also have rich visual information [Wu
et al. 2008]. An event in different sites may have different textual information due to different com-
ments by users. However, it may have very similar visual information, such as images or videos, that
are useful for bridging evolving event stories across time and sites. For example, the event “2012
United States presidential election”, with the picture of Obama has stories that are highly related.
Therefore, multi-modality fusion is useful. In addition, different platforms can compensate and en-
hance each other. For example, most of events on Google News are official, but have a lot of comments
by Web users on Flickr. Therefore, items of information in different domains can help each other, espe-
cially when the strengths of one domain complement the weaknesses of the other. The critical challenge
is how to find the most effective way to bridge the domain gap.

Inspired by the previous work [Allan 2002; Chieu and Lee 2004; Lin and Liang 2008], we propose
a novel CO-PMHT (CO-Probabilistic Multi-Hypothesis Tracking) algorithm for cross-domain multi-
event tracking. The details of our framework are shown in Figure 2. The cross-domain dataset is built
by searching keywords on two domains (Gooogle News and Flickr) and downloading both images and
textual content. Inputting the data to our algorithm, it can track multiple events in the two domains
collaboratively and boost the tracking performance. Specifically, the linkage between two domains has
semantic information and effectively bridges the domain gap. After tracking in social media, based on
the results, we can visualize the whole evolutionary process of an event over time and discover the
semantic topics of events as shown in Figure 2. Compared with existing methods, the contributions of
this work are threefold.

(1) To the best of our knowledge, we are the first to track multiple events with multi-modality infor-
mation across different domains. Specifically, the bridge is a semantic posterior probability that
avoids the domain gap.
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(2) We propose a novel CO-PMHT method to track multiple events in different domains collaboratively,
thus boosting the tracking performance for each other.

(3) We collect a dataset for research on cross-domain multi-event tracking with multi-modality infor-
mation and will release it for academic use.

The rest of the article is organized as follows. In Section 2, we summarize work most related to ours.
The proposed tracking approach and optimization methodology are presented in Sections 3 and 4,
respectively. In Section 5, we report and analyze extensive experimental results. Finally, we conclude
the article with future work in Section 6.

2. RELATED WORK

We review related work in two areas: event tracking in social media and multitarget tracking in com-
puter vision.

Event Tracking. The event tracking links together evolving and historical stories. It is a challenging
problem because social media data are inherently heterogeneous, noisy, and ambiguous. The topic de-
tection and tracking (TDT) task [Allan 2002] was studied in a notable collective effort to discover and
organize news events in a continuous stream. With the explosive growth of Web data, event tracking
plays a vital role in TDT for describing the time-evolving nature of topics. Most methods are based
on textual information, visual information, or multi-modality information [Makkonen et al. 2004; Xie
et al. 2004; Kender and Naphade 2005; Zhai and Shah 2005; Duygulu et al. 2005; Wu et al. 2008;
Zhang et al. 2012b, 2013c]. Makkonen et al. [2004] extracted meaningful semantic features such as
names, time references, and locations and learned a similarity metric that combines these metrics
into a single clustering partition. Xie et al. [2004] applied hierarchical HMM models over the low-level
audio-visual features to discover spatio-temporal patterns, latent semantic analysis to find text clus-
ters, and then fused these multimodal tokens to discover potential story topics. In Kender and Naphade
[2005], authors studied the correlation between manually annotated visual concepts (e.g., sites, peo-
ple, and objects) and topic annotations, then used graph-cut techniques in story clustering. In Zhai
and Shah [2005], the authors proposed techniques to link news stories from different TV channels by
textual correlation and keyframe matching. In Duygulu et al. [2005], the authors presented techniques
to detect and track repeated sequences of news shots. Topic clusters are discovered based on the asso-
ciation of textual and visual cues. Wu et al. [2008] presented a system built on visual near-duplicate
constraints that is applied on top of text to improve the story clustering and mining. Considering the
effectiveness of multi-modality information for event tracking, we will also adopt textual and visual
information for event description. However, different from existing work, our aim is to track events in
different domains jointly.

Multitarget Tracking. The Multitarget Tracking (MTT) estimates the dynamical states of the tar-
gets given a sequence of measurement data relating to the states. The principal difficulty in the MTT
problem is due to the unknown data association between targets and measurements due to the pres-
ence of noise and clutter [Yu and Medioni 2009; Zhang et al. 2013a, 2012a]. To deal with this problem,
many data association methods have been proposed in the literature, such as Joint Probabilistic Data
Association filter (JPDA) [Bar-Shalom et al. 2009] and methods based on the particle filter [Zhang
et al. 2012c; Knan et al. 2005]. However, considering information of future feedback and past simul-
taneously is usually more effective to overcome the ambiguities in the tracking process, which is the
main conception of current methods such as multiple hypotheses tracking (MHT) [Cox and Hingorani
1979], Probabilistic Multi-Hypothesis Tracking (PMHT) [Streit and Luginbuhl 1995], MCMC data as-
sociation [Yu and Medioni 2009], graph model [Shitrit et al. 2011; Liu et al. 2012], and hierarchical
association [Xing et al. 2009]. Most of the existing methods are based on a similar formulation and
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conception as MHT. The efficient MHT is the most classical approach for data association in tracking
by a detection framework, which has been formerly widely and successfully used for point tracking in
radar and sonar signal processing. The PMHT uses “soft” posterior probability associations between
measurements and targets. Compared with MHT, the PMHT has much less computational complexity.
Moreover, all of the existing methods focus on target tracking in a single domain only. Different from
the existing tracking methods, our CO-PMHT is novel and can track multiple events in a cross-domain
collaboratively.

3. MULTI-EVENT TRACKING VIA CO-PMHT

In this section, we give a detailed description of our proposed multi-event tracking method CO-PMHT
that makes use of cross-domain information to enhance the robustness of event tracking. It is also
worth mentioning that in this work we focus on event tracking, not detection, since the event detection
is considered as input to our system by searching from Google News and Flickr. Indeed, our approach
could be combined with any existing event detection algorithms that can automatically discover a new
event, then our system will track the events over time.

3.1 Problem Definition

An event is something that occurs at specific place and time associated with some specific actions [Yang
et al. 1999] and consists of many stories over time. Therefore, event tracking aims at linking together
evolving and historical stories. Our task is to track multiple events over time. Assume that there are
M events within a sliding-window time T , and the mth event observation model is defined as

ym (t) = Hm (t) xm (t) + wm (t) (1)

for t = 1, 2, . . . , T , and m = 1, 2, . . . , M. Here, as usual, xm(t) represents the trajectory of the mth event
at time t and ym(t) is its corresponding observation. The observation matrix Hm is known and based
or how to obtain observation ym based on the state xm. The random sequences {wm(t)} are assumed
white, zero mean, Gaussian, and mutually independent, with E{wm(t)wT

m(t)} = Rm(t), which is the
observation covariance.

For a multi-event tracking problem, the key problem is the data association, namely, how to deter-
mine which measurements (stories) come from which events. Here, the measurements mean stories of
events over time in event tracking. For each t we define {kr(t), zr(t)}nt

r=1 such that

zr (t) = ykr (t) (t) , (2)

meaning that the rth measurement at time t comes from event kr(t) and, of course, kr(t) is unknown. As
an aside, please note that we have denoted the number of observations (measurements) at time t as nt,
which is not necessarily identical to the number of events M. For simplicity, we rewrite all parameters
as follows. X = {xm (t)}, where xm (t) is the state of event m at time t. Z = {zr (t)}, where zr (t) is the rth

measurement vector at time t. K = {kr (t)}, where kr (t) is the event from which the rth measurement
at time t arises. About the probabilistic structure for the measurement/event associations K, they are
defined as

p (kr (t) = m) = πm (3)

and all are independent random variables. Based on the previous definition, our aim is to estimate the
X and K with the observation Z over time. Next, we will introduce how to learn these parameters with
our CO-PMHT algorithm.
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3.2 Our Proposed CO-PMHT

Our aim is to track multiple events by using the information from two domains, namely, Google News
and Flickr, to enhance the robustness of each other. And our method is to find the best estimate of the
event states, X(1) and X(2), when the measurement source K is unknown. Here, for simplicity, we adopt
the superscript v = {1, 2} to denote different domains. It does this by treating the assignments K as
missing data using EM. In EM terminology, the complete data are (X(1), Z(1), X(2), Z(2), K), the incom-
plete data are (X(1), Z(1), X(2), Z(2)), and K is the missing data. The auxiliary function is the expectation
of the complete data log-likelihood over the missing data, which takes the following form.

Q
(
X(1), X(2), X(1)

l , X(2)
l

) =
2∑

v=1

Q
(
X(v), X(v)

l

) − λ�Q
(
X(1), X(2), X(1)

l , X(2)
l

)
(4)

Eq. (4) denotes our cross-domain Q function as the sum over each domain Q function minus a penalty
term �Q that quantifies the disagreement of the models Q in each domain and is regularized by λ.
When the regularization parameter λ is zero, then Q(X(1), X(2), X(1)

l , X(2)
l ) = ∑

v Q(X(v), X(v)
l ). In each

step, EM then maximizes the v terms Q(X(v), X(v)
l ) independently. It follows from Dempster et al. [1977]

that each Q(X(v), X(v)
l ) increases in each step and therefore

∑
v Q(X(v), X(v)

l ) is maximized. Next, we will
introduce the definitions of the two terms in Eq. (4), respectively.

(1) Q(X(v), X(v)
l ). In Eq. (5), we show the definition of Q(X, Xl). Here, for simplicity, we will ignore

the superscript v when there is no confusion. In addition, the following independence assumptions
are made: (a) all state sequences are independent of each other; (b) the unknown true assignments
are independent, identically distributed random variables with a prior probability mass as shown in
Eq. (3); and (c) all measurements are conditionally independent given the assignments and the states
of the targets.

Q(X, Xl) = E
{
log p (X, Z, K) |Z, Xl

} =
∑

K

p (K|Z, Xl) log p (X, Z, K)

= log p (X) +
∑

K

p (K|Z, Xl) log p (Z, K|X) (5)

Here the summation is over all permutations of the assignment variable K. The algorithm is an it-
erative algorithm, that asymptotically approaches a local maximum of the EM auxiliary function by
refining estimates of the states X. At the lth iteration, the estimated states are denoted as Xl. The
iterations are repeated until the auxiliary function converges and the algorithm’s output is the final
estimate. In addition, p (X), p (K|Z, Xl), and p (Z, K|X) are defined as

log p (X) = log

[
p (X (0))

T∏
t=1

p (X (t) |X (t − 1))

]
, (6)

= log

[
M∏

m=1

p (xm (0))
M∏

m=1

T∏
t=1

p (xm (t) |xm (t − 1))

]
,

=
M∑

m=1

log [p (xm (0))] +
M∑

m=1

T∑
t=1

log [p (xm (t) |xm (t − 1))],

p (Z, K|X) =
T∏

t=1

p (Z (t) , K (t) |X (t)) =
T∏

t=1

nt∏
r=1

p
(
zr (t) |xkr (t)

)
πkr (t), (7)

ACM Transactions on Multimedia Computing, Communications and Applications, Vol. 10, No. 4, Article 31, Publication date: June 2014.



Cross-Domain Multi-Event Tracking via CO-PMHT • 31:7

p (K|Z, X) =
T∏

t=1

nt∏
r=1

p (kr (t) |zr (t) , X (t)), (8)

where nt is the number of measurements at time t, T is the number of time samples in the batch, and
M is the number of events. Combining Eqs. (7), (8), and (5), we obtain

Q(X, Xl) =
∑

K

{
T∑

t=1

nt∑
r=1

log[p(zr (t) |xkr (t))πkr (t)] ×
T∏

t=1

nr∏
r=1

p (kr (t) |zr (t) , Xl (t))

}
+ log p (X) . (9)

Then, the Q function in each domain is obtained as

Q(X, Xl) = log p (X) +
M∑

m=1

T∑
t=1

[
nt∑

r=1

wr,m (t)

]
log [πm (t)] +

M∑
m=1

T∑
t=1

nt∑
r=1

wr,m (t) log [p (zr (t) |xm (t))], (10)

where wr,m (t) at each iteration is

wr,m (t) = πm (t) p (zr (t) |xm (t))
p (zr (t) |Xl (t))

= πm (t) N (zr (t) ; Hxm (t) , Rm (t))∑M
k=1 πk (t) N (zr (t) ; Hxk (t) , Rk (t))

. (11)

where N (X; μ,�) is Gaussian density in variable X, with mean μ and covariance �.
(2) �Q. The disagreement term �Q should satisfy a number of desiderata. First, since we want

to minimize �Q, it should be convex. Second, for the same reason, it should be differentiable. Given
(X(1)

l , X(2)
l ), we would like to find the maximum of Q(X(1), X(2), X(1)

l , X(2)
l ) in one single step. We would,

third, appreciate if �Q was zero when the views totally agree. Therefore, the �Q is defined as in
Eq. (12). The �Q can be thought of as all pairwise Kullback-Leibler divergences [Kullback and Leibler
1951] of the posteriors between all domains and is convex.

�Q
(
X(1), X(2), X(1)

l , X(2)
l

) =
∑
v �=u

T∑
t=1

nt∑
r=1

M∑
kr=1

p
(
kr (t) |z(v)

r (t) , X(v)
l (t)

)
log

p
(
kr (t) |z(v)

r (t) , X(v) (t)
)

p
(
kr (t) |z(u)

r (t) , X(u) (t)
) (12)

Based on Eq. (10) and Eq. (12), we rewrite Eq. (4) as

Q
(
X(1), X(2), X(1)

l , X(2)
l

)
=

2∑
v=1

Q(v)
(
X(v), X(1)

l , X(2)
l

)
,

=
2∑

v=1

T∑
t=1

nt∑
r=1

M∑
kr=1

p(v) (kr (t) |zr (t) , Xl(t)) (13)

log
[
π

(v)
kr

(t) p
(
z(v)

r (t) |x(v)
kr

(t)
)] + log p

(
X(1)

) + log p
(
X(2)

)
,

p(v) (kr (t) |zr (t) , Xl(t)) = p
(
kr (t) |zr

(v̄) (t) , X(v̄)
l (t)

)
, (14)

p
(
kr (t) |zr

(v) (t) , X(v)
l (t)

) = w
(v)
r,kr

(t) , (15)

where w
(v)
r,kr

(t) is defined as in Eq. (11) for domain v, λ = 1, and m = kr. The proof for Eq. (13) is given in
Appendix 6. We will adopt the EM algorithm to maximize Eq. (13). In order to implement the M-step,
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Fig. 3. The basic idea of our proposed CO-PMHT algorithm for multiple-events tracking in a cross-domain (Google News and
Flickr). In each iteration, we attempt to estimate the states xm(t) and assignments kr(t). To enhance the robustness, informa-
tion in two domains interacts by using w

(v)
r,kr (t), which is the posterior probability as defined in Eq. (16). Due to the posterior

probability, the bridge between two domains is semantic and without a domain gap.

we have to maximize Q(X(1), X(2), X(1)
l , X(2)

l ) given (X(1)
l , X(2)

l ) and set the derivative to zero. Because pa-
rameters (X(1), X(2)) occur in the logarithmized posteriors, we differentiate a sum of likelihoods within
a logarithm as in Eq. (13) to facilitate the optimization. After optimization, we can obtain the states
(X(1), X(2)) and achieve multi-event tracking. The basic idea of our CO-PMHT is shown in Figure 3. Our
aim is to estimate the states of multiple events over time by considering the cross-domain information.
Our bridge between two domains is the posterior probability w

(v)
r,kr

(t), which is semantic and reduces
the domain gap.

4. OPTIMIZATION

In this section, we introduce how to optimize the Q function as shown in Eq. (13) to estimate the
states of multiple events in a cross-domain over time by the unsupervised EM algorithm. The M-steps
can be executed independently in the domains but the problem is how the E- and M-steps should be
interleaved. EM can be implemented such that a global E-step is followed by M-steps in all domains
or, alternatively, we can iterate over the domains in an outer loop and execute an E- and an M-step
in the current domain in each iteration of this loop. We adopt the latter strategy because consecutive
M-steps in multiple domains impose the risk that the two models flip their dissenting opinions. We
observe empirically that this effect slows down the convergence of optimization.

In Eq. (13), parameters (X(1), X(2)) can be obtained by maxmizing Q(X(1), X(2), X(1)
l , X(2)

l ) and they oc-
cur only in the loglikelihood terms. It now becomes clear that the M-step can be executed by finding
parameter estimates of p(z(v)

r (t)|x(v)
kr

(t)) and π
(v)
kr

(t) independently in each domain v. The E-step can
be carried out by calculating and averaging the posteriors p(v)(kr(t)|zr(t), Xl(t)) according to Eq. (14),
which specifies how the domains interact. Therefore, in our EM algorithm implementation, the M-step
is calculated in each domain independently, and the interaction is in E-step by the posteriors
p(v)(kr(t)|zr(t), Xl(t)) as shown in Eq. (14).

Based on the preceding discussion, we introduce how to implement the E-step and M-step for do-
main v at the lth iteration. When the execution has reached time step l for domain v, the parame-
ters X(v̄)

l+1 have already been estimated in the case with two domains. In the E-step, we can therefore
ACM Transactions on Multimedia Computing, Communications and Applications, Vol. 10, No. 4, Article 31, Publication date: June 2014.
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determine the posterior p(kr(t)|zr
v̄(t), X(v̄)

l+1(t)) using the most recent parameter estimates. In the suc-
ceeding M-step, the Q function in domain v is maximized over the parameter X(v).

4.1 E-Step

Our cross-domain Q function is defined in Eq. (13). In the E-step, our aim is to calculate w
(v)
r,kr

(t) for
each domain v. Here, w

(v)
r,kr

(t) has the interpretation that it is the posterior probability (conditioned
on Z and X in domain v) that the rth measurement at time t arises from event kr(t). At the lth EM
iteration, the w

(v)
r,kr

(t) should be the posterior probability based on other domains as shown in Eq. (14).
For multiple-events tracking in two domains, the w

(v)
r,kr

(t) in domain v is defined as in Eq. (16).

w
(v)
r,kr

(t) = p
(
kr (t) |zr

(v̄) (t) , X(v̄)
l (t)

) = π
(v̄)
kr

(t) N
(
zr

(v̄) (t) ; Hx(v̄)
kr

(t) , R(v̄)
kr

(t)
)

∑M
kr=1 π

(v̄)
kr

(t) N
(
z(v̄)

r (t) ; Hx(v̄)
kr

(t) , R(v̄)
kr

(t)
) (16)

4.2 M-Step

In the M-step for domain v, the corresponding auxiliary function Q is shown in Eq. (13). Next, we give
the details about how to estimate other parameters of the model.

In Eq. (13), we should obtain the solution π
(v)
kr

(t) and it has a constraint

M∑
kr=1

π
(v)
kr

(t) = 1, (17)

which means that {π (v)
kr

(t)} should be a proper probability vector. The solution is achieved by using a
Lagrangian

L =
M∑

kr=1

T∑
t=1

nt∑
r=1

w
(v)
r,kr

(t) log
[
π

(v)
kr

(t)
] +

T∑
t=1

γt

⎛
⎝1 −

M∑
kr=1

π
(v)
kr

(t)

⎞
⎠, (18)

where γt is the Lagrange multiplier. Differentiating the Lagrangian with respect to π
(v)
kr

(t) and setting
the result to zero gives the necessary condition. In addition, using the constraint in Eq. (17), we obtain
the updated prior estimate

πkr (t) = 1
nt

nt∑
r=1

w
(v)
r,kr

(t), (19)

that is, the weights’ relative frequency for time t.
In Eq. (13), considering the event states and the measurements for domain v, we obtain

QX = log p
(
X(v)

) +
T∑

t=1

nt∑
r=1

M∑
kr=1

w
(v)
r,kr

(t) log
[
p
(
z(v)

r (t) |x(v)
kr

(t)
)]

. (20)

By maximizing QX, we can obtain the state X. This is a maximum likelihood problem with weighted
measurements. The objective likelihood function in Eq. (20) is the same as the likelihood function of an
unambiguous measurement problem, except for the measurement term. The unambiguous measure-
ment case is maximized by the Kalman smoother when there are linear Gaussian statistics. For linear

ACM Transactions on Multimedia Computing, Communications and Applications, Vol. 10, No. 4, Article 31, Publication date: June 2014.



31:10 • T. Zhang and C. Xu

Gaussian statistics, Eq. (20) becomes

QX =
M∑

kr=1

T∑
t=1

log
[
p
(
x(v)

kr
(t) |x(v)

kr
(t − 1)

)]

+
M∑

kr=1

log
[
p
(
x(v)

kr
(0)

)] + C +
M∑

kr=1

T∑
t=1

nt∑
r=1

−w
(v)
r,kr

(t)
2(

z(v)
r (t) − Hx(v)

kr
(t)

)T R−1
kr

(t)
(
z(v)

r (t) − Hx(v)
kr

(t)
)
, (21)

where C is a constant factor due to the measurement density normalization and we ignore the super-
script v for R and H for simplicity. Through algebraic manipulation, Eq. (21) can be rewritten as

QX =
M∑

kr=1

T∑
t=1

log
[
p
(
x(v)

kr
(t) |x(v)

kr
(t − 1)

)]
(22)

+
M∑

kr=1

log
[
p
(
x(v)

kr
(0)

)] + C +
M∑

kr=1

T∑
t=1

−1
2(

z̄(v)
r (t) − Hx(v)

kr
(t)

)T R̄−1
kr

(t)
(
z̄(v)

r (t) − Hx(v)
kr

(t)
)
,

where

z̄(v)
kr

(t) = 1∑nt
r=1 w

(v)
r,kr

(t)

nt∑
r=1

w
(v)
r,kr

(t) z(v)
r (t), (23)

and

R̄(v)
kr

(t) = R(v)
kr∑nt

r=1 w
(v)
r,kr

(t)
. (24)

The likelihood function in Eq. (22) is the same as the likelihood function optimized by the Kalman
smoother. However, instead of the measurement probability density for model p(z(v)

r (t)|x(v)
kr

(t)), a mod-
ified measurement density with covariance R̄kr (t) appears. The measurement centroid z̄kr (t) acts as
a synthetic measurement. Therefore, the event state estimate xkr (t) can be found using a Kalman
smoother where the measurement probability density is given as in Eq. (25).

p
(
z̄(v)

kr
(t) |x(v)

kr
(t)

) = ∣∣2πR̄(v)
kr

(t)
∣∣− 1

2 exp
{
−1

2
(
z̄(v)

kr
(t) − Hx(v)

kr
(t)

)T
R̄−1

kr
(t)

(
z̄(v)

r (t) − Hx(v)
kr

(t)
)}

(25)

4.3 Convergence Analysis

The whole operation of our proposed CO-PMHT is shown in Algorithm 1. In each step, the local func-
tion Q(v) increases in each domain v. Since all other Q(v̄) are constant in X(v), this implies that also the
global function Q increases. In each iteration of the regular EM algorithm, p (Z|Xl+1) − p (Z|Xl) ≥ 0.
This method can be guaranteed to converge and the proof is easily derived from the convergence guar-
antees of regular EM [Dempster et al. 1977]. In addition, �Q is convex and can guide the search
to a parameter region of low error due to its property. In our experiments, we show that reasonably
accurate solutions are available after 3−6 iterations and there is seldom any change at all after 9−15
iterations. Figure 4 shows an example of the iteration process.
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Fig. 4. An example of the iteration process of our optimization.

ALGORITHM 1: Our Proposed CO-PMHT Algorithm for Cross-Domain Multiple-Events Tracking.

Input : Data Z(1), Z(2).
Output: X = (

X(1)
l , X(2)

l

)
.

Determine initial values for the trajectory variables X(1)
0 , X(2)

0 for all events m = 1, 2, . . . , M and all times
t = 1, 2, . . . , T ; Let the EM iteration index l = 1.
while Q in Eq. (13) not converged do

for v = 1, . . . , 2 do
• Calculate the posterior association probabilities w(v)

r,kr (t) for all events kr = 1, 2, . . . , M and for all times
t = 1, 2, . . . , T , and measurements r = 1, 2, . . . , nt, according to Eq. (16). (Note w

(v)
r,kr (t) in domain v is

calculated by the information from domain v̄).
• Calculate the synthetic measurements z̄(v)

kr (t) and their associated (synthetic) measurement covariances
R̄(v)

kr (t) for all events kr = 1, 2, . . . , M and times t = 1, 2, . . . , T , according to Eq. (23) and Eq. (24),
respectively.
• For each event kr = 1, 2, . . . , M, use a Kalman smoothing algorithm to obtain the estimated trajectory
x(v)

kr (t), according to the Eq. (25), but with the difference that the synthetic measurements and
covariances {z̄(v)

kr (t)} and {R̄(v)
kr (t)} are used.

end
Increment l = l + l.

end

5. EXPERIMENTAL RESULTS

In this section, we present extensive experimental results on our collected dataset in order to vali-
date the proposed approach. First, we introduce the details about the dataset construction. Then, we
show the feature extraction by using both textual and visual information. Finally, we give multi-event
tracking results and analysis.

5.1 Dataset Construction

Since there is no cross-domain multi-modality dataset available for multi-event tracking in the mul-
timedia society, we collect the dataset ourselves. In order to comprehensively evaluate the problem of
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Table I. Details of Our Collected Cross-Domain Dataset
Google News Flickr

Event ID Event Name Start Time End Time # Image # Text # Image # Text

1 Senkaku Islands Dispute 2008.06 2012.12 165 153 155 155

2 Occupy Wall Street 2011.09 2012.09 704 131 203 203

3 Cannabis Legalization in The United States 1973.01 2012.01 67 57 80 80

4 2011 Norway Attacks 1999.01 2011.07 54 55 74 74

5 2008 Chinese Milk Scandal 2008.07 2009.11 342 156 199 199

6 2012 Gangnam Style 2012.07 2013.01 88 30 22 22

7 2012 United States Presidential Election 2009.10 2013.01 439 402 434 434

8 Protests against the Iraq War 2002.09 2012.05 717 190 315 315

9 Disputes in the South China Sea 1946.12 2012.06 126 65 69 69

10 Mass Killings in America 1999.04 2012.12 369 85 153 153

11 Greek protests 2010.05 2012.04 369 85 153 153

12 Arab Spring 2010.08 2012.11 270 135 182 182

13 2000s European Sovereign Debt Crisis 2009.10 2012.05 435 435 393 393

14 Mars Reconnaissance Orbiter 2005.04 2012.08 547 122 150 150

15 the War in Afghanistan 2001.10 2012.08 497 430 463 463

16 Bahraini Uprising 2011.02 2012.12 180 164 198 198

17 North Korea Nuclear Program 1989.01 2012.04 441 388 652 652

18 Great Recession 2008.07 2012.11 991 430 397 397

cross-domain multi-event tracking, we manually define 18 events. In order to cover the whole evolu-
tionary process of each event, we manually create the introduction page of each event or download
it from the Wikipedia page1. In our implementation, the timelines of events “Senkaku Islands Dis-
pute”, “2012 Gangnam Style”, and “Mass Killings in America” are manually obtained based on the
information on the pages2,3,4, respectively. For other events, we make use of the available Wikipedia
pages to obtain the timelines. Taking event “Occupy Wall Street” as an example, its timeline is on
the page5. The readers can obtain the timelines by searching keywords including event name, time-
line, and Wikipedia with Google. For each term of the timeline, we select several keywords as Google
News and Flickr search queries. Then, we search and download related Web pages from both Google
News and Flickr based on the keywords for each event over time. For each query, the corresponding
texts (on Flickr, they are descriptions, tags, and title while on Google News, they are official news
articles) and images are downloaded and we denote them as one story of the event. Finally, our cross-
domain multi-modality dataset is constructed.

The details of our collected dataset shown in Table I. The collected 18 events cover a wide range of
topics are including politics, economics, techniques, entertainment, military, and society. Totally, there
are 3583 documents and 6742 images from Google News and 4356 documents and 4356 images from
Flickr. For the same query with multiple returned results, we adopt the max pooling strategy to obtain
the final representation. The time range differs from 6 months to 10+ years. Based on the start time
and the end time of each event, it is clear that many events have time overlap, making the tracking

1http://www.wikipedia.org/.
2http://en.wikipedia.org/wiki/Senkaku Islands dispute.
3http://en.wikipedia.org/wiki/Gangnam Style.
4http://www.nydailynews.com/news/national/mass-shootings-central-american-history-article-1.1457514.
5http://en.wikipedia.org/wiki/Timeline of Occupy Wall Street.
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problem difficult. Based on the experimental results, we can see that our algorithm can successfully
track multiple events with time overlap.

5.2 Feature Extraction

Textual Feature. For each story of an event, for the text information, two English an language prepro-
cessing tasks are conducted: the first task is segmenting the document by-English word segmentation
program to get the separate feature items in words. The second is to remove the stop words, such as
modal particles, prepositions, conjunctions, and punctuation, that contribute less to the text classifica-
tion. After the preprocessing, we extract the remaining words as the feature items of the event texts
which can be expressed as (k1, k2, . . . , kn). This article takes the commonly used vector space model to
represent the text features [Salton et al. 1975], that expresses a document as a space vector, that is,
W = (k1, w1; k2, w2; . . . ; kn, wn). Here wi is the corresponding weight of ki. In this article, the correspond-
ing weight of the feature item is calculated by TF-IDF [Salton and Buckley 1988] value. The formula
of calculating weights is generally

wi = TFIDFi = TFi × log
(
N

/
DFi

)
, (26)

in which the expression of TFi is TFi = tfi/
∑n

j=0 tf j , where tfi means the frequency of feature item ki
appearing in the document d, N represents the total number of all training documents, and DFi is the
number of documents containing the feature item ki.

Visual Feature. For image description, we adopt the popular sparse coding-based methods which
show good performance compared with other state-of-the-art methods [Liu et al. 2011; Zhang et al.
2013b]. It includes the extraction of local descriptor, codebook design, local descriptors coding and
pooling, and a spatial layout into the final feature. The local descriptors can be obtained by extrac-
tion of SIFT from images. The codebook (or dictionary) is built to represent the local descriptors with
K-means. For the local descriptor coding, the Localized Soft-assigment Coding (LSC) [Liu et al. 2011]
is adopted. The next step is to obtain a compact description from the obtained codes with pooling, such
as max pooling. Finally, the Spatial Pyramid Matching (SPM) step is usually exploited to include some
spatial layout information. Such vectors of fixed size can then viewed as a description of the image. The
basic idea of LSC [Liu et al. 2011] is to use the k visual words in the neighborhood of a local feature to
obtain the codes. Let bi (bi ∈ Rd) denote a visual word or a basis vector, where d is the dimensionality
of a local feature. The total number of visual words is n. A matrix B = [

b1, b2, . . . , bn
]

denotes a visual
codebook or a set of basis vectors. Let xi (xi ∈ Rd) be the ith local feature in an image. Let zi (zi ∈ Rn)
be the coding coefficient vector of xi, with zij being the coefficient with respect to word b j .

zij = exp
( − α

∥∥xi − b j
∥∥2

2

)
∑n

k=1 exp
( − α

∥∥xi − bk
∥∥2

2

) , bk ∈ Nk (xi) (27)

Finally, we concatenate the textual and visual features and obtain the final representation for each
story of an event.

5.3 Event Tracking Results and Analysis

In this section, we will show the multi-event tracking results. We can see that our proposed CO-PMHT
algorithm can collaboratively track multiple events in a cross-domain with multi-modality information
and boost the tracking performance. In Sections 5.3.1 and 5.3.2, we give a qualitative and quantitative
analysis of the proposed CO-PMHT algorithm, as well as compare it with several baseline methods
with different experimental setups. The experiments show that CO-PMHT produces more robust and
accurate tracks.
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5.3.1 Qualitative Evaluation. In Figure 5, we show tracking results of our CO-PMHT on a subset
of the events due to limited space. In Figure 5(a), we show tracking results of four events on Google
News. They are “2008 Chinese Milk Scandal”, “2012 United States presidential election”, “Occupy
Wall Street”, and “Senkaku Islands Dispute”, respectively. In Figure 5(b), we give the tracking results
of four events on Flickr, namely, “Occupy Wall Street”, “2008 Chinese Milk Scandal”, “Greek protests ”,
and “Bahraini Uprising”, respectively. To show the tracking results effectively, we randomly select
six stories from each event and show each event as one row in Figure 5(a). For each story, we select
several keywords to represent the corresponding textual information and also use one image to denote
the visual information. From Figure 5(a) and Figure 5(b), we can see some stories denoted with red
bounding boxes that represent these stories incorrectly tracked. For example, for event “Occupy Wall
Street”, the third story in Figure 5(a) is tracked as the event “Protests against the Iraq War”. It is
because this story is very similar to the event “Protests against the Iraq War”. However, from the
results, it can be seen that our CO-PMHT tracking algorithm can correctly track most of the stories.

5.3.2 Quantitative Evaluation. To give a fair quantitative comparison among the trackers, we obtain
manually labeled ground-truth tracks for all the events, which can be obtained when we download
the data by queries. Here, we compare our proposed CO-PMHT with the popular tracking method
PMHT [Streit and Luginbuhl 1995] with the same visual features, textual features, and fusion features
(combination of the same visual and textual features), respectively. For simplicity, they are denoted
as “Visual”, “Textual”, and “Fusion”, respectively, as shown in Table II. The details of the feature
extraction are introduced in Section 5.2. We know the ground truth for stories of all events and can
adopt the popular mean average precision (MAP) to evaluate our proposed CO-PMHT algorithm. For
each event, there are many stories, and we know their ground truth. After tracking, we know the
associated label for each story. Based on the tracking results, we can calculate the average precision
for each event, finally, calculating the mean of the average precisions of multiple events and obtaining
the MAP.

In Table II, we show the multi-event tracking results on Google News and Flickr. Note that, for
PMHT, the MAP (Google) means only on Google and the MAP (Flickr) means only on Flickr. For
CO-PMHT, the MAP (Google) means Google-based event tracking with the help of Flickr and the MAP
(Flickr) means Flickr-based event tracking with the help of Google. From the results, we can see the
following.

(1) Tracking performances on Google News are much better than the results on Flickr. This is because
information on Google News is official, whereas information on Flickr is from the Web users, thus
has much more noise.

(2) The results with multi-modality fusion are the best compared with both visual-information- and
textual-information-based methods except for PMHT on Flickr. For PMHT on Flickr, if we combine
the visual features and textual features, the result is worse than only using textual information,
which shows that a simple fusion of different features cannot guarantee performance improvement.
In addition, textual features show much better performance than visual features.

(3) Our CO-PMHT shows much better performance compared with the popular tracker PMHT. This is
because our proposed CO-PMHT tracks multiple events in the two domains collaboratively and it
can complement the weaknesses of therefore each boosting the tracking performance. This shows
our CO-PMHT learning is effective and precise.

(4) Our CO-PMHT shows significant improvement. On Flickr, our CO-PMHT shows 29.69%,
35.12%, 41.82% improvement with visual features, textual features, and fusion of visual features
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Fig. 5. Tracking results of our CO-PMHT on eight events. Six stories from each event are selected to show the results. Each
story includes one image and several keywords. Stories tracked incorrectly are denoted with red bounding boxes. For a better
view, please see the original PDF file.
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Table II. Comparison Results on Google News and Flickr
with Three Different Features

Algorithm PMHT CO-PMHT

Feature Visual Textual Fusion Visual Textual Fusion

MAP (Google) 51.64 80.33 82.79 54.52 82.41 84.32

MAP (Flickr) 23.89 47.75 42.42 53.58 82.87 84.24

“Visual” (visual feature), “Textual” (textual feature), and “Fusion” (visual fea-
ture and textual feature).

Fig. 6. Confusion matrix for multi-event tracking results.

and textual features, respectively. On Google News, with different features, the improvements of
CO-PMHT are 2.88%, 2.08%, and 1.53%, respectively.

(5) Google News and Flickr can complement each other. As shown in Table II, the tracking perfor-
mances on Google News and Flickr are boosted via our CO-PMHT. The improvement of CO-PMHT
on Flickr is much better than that on Google News. This is because the strength of Google News
is better than Flickr and Google News can significantly boost the tracking performance on Flickr.
In addition, the tracking performance on Google News is also improved even though the tracking
performance on Flickr is not high due to noise.

(6) Our CO-PMHT can guarantee convergence in two domains. For the proposed CO-PMHT with any
kinds of features, the performances on two domains are almost similar, demonstrating the conver-
gence of our algorithm.

From the preceding results, we can see that Google News and Flickr can complement each other via
our proposed CO-PMHT algorithm and the tracking performance on Flickr is significantly boosted by
Google News. In a word, the experimental results demonstrate the effectiveness of multi-modality and
cross-domain information for multiple-events tracking.
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Table III. Results of Event Topic Mining
1 3 4 5 7 14

China marijuana breivik milk Obama Mars

Japan cannabis police melamine Romney MRO

islands medical Norway food Republican Orbiter

Senkaku law Norwegian Chinese president water

Taiwan possession Oslo scandal election science

watch decriminalize July children state Martian

military US attacks Sanlu US launch

For each event, we show the top 7 words.

We also show the confusion matrix as in Figure 6. From the results, we can see some events have bad
tracking results because they are similar to other events. Let’s take the events “Greek protests” and
“Occupy Wall Street” as an example. We can see that some stories from “Greek protests” and “Occupy
Wall Street” are confused, because the two events have some similar topics. Moreover, our tracker
confuses “Chinese Milk Scandal” with “2012 United States presidential election” or “Arab Spring”. This
is because the misclassified stories from “2012 United States presidential election” or “Arab Spring”
have much higher probability of belonging to the event “Chinese Milk Scandal” than other events based
on our algorithm.

5.3.3 Applications. After tracking, we can do two applications: event visualization and event topic
mining. Based on the timeline of each event, we can do event visualization over time as shown in
Figure 2. Moreover, based on the tracking results, each trajectory corresponds to an event. Note that
we do not know the topics of this event, rather we only have its documents and images. For better
understanding, we can adopt any existing topic modeling methods [Blei et al. 2003] to mine its topics.
Some results are shown in Table III. Here, we show the results for six different events and their top
seven words. Based on the results, we can see that these words almost exactly describe the events,
which can help us understand these events.

6. CONCLUSION

In this article, we formulate multi-event tracking in a cross-domain as a CO-PMHT learning problem
that incorporates effective information between domains and can be efficiently optimized by an EM
algorithm. We extensively analyze the performance of our tracker on challenging real-world events and
show that it outperforms other baseline methods. This is because our algorithm can adopt information
in a cross-domain to help each other, especially when the strengths of one domain complement the
weaknesses of the other. In the future, we will investigate event detection and combine the methods to
build a real system.

APPENDIX
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